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Abstract

What is the qualitative basis for deriving meaningful psychological infor-
mation from probabilistic representations of confidence within decision
theory? Conditions on two binary relations—a preference relation ≿ and
a comparative confidence relation ≿c —are shown to imply the existence
of a probability function and a utility function that jointly represent ≿
under the expected utility rule, where the probability function is unique
and represents ≿c. It is also shown that, under certain conditions, these
probabilities contain more meaningful information than is present in the
confidence relation. The upshot is that there’s more to what’s meaning-
ful in decision-theoretic representations of confidence than can generally
be explained by reference to confidence relations alone.

Introduction
This paper presupposes a realist interpretation of (subjective) expected util-
ity theory. In particular, I assume that the probability functions we find
within that theory are best thought of as numerical representations of confi-
dence, where this is understood to be neither conceptually nor ontologically
reducible to preferences. Instead, we treat confidence as a genuine psycho-
logical quantity, one posited to play a central role in causally explaining and
normatively constraining the shape of an agent’s preference ordering.

Taking this kind of realism for granted, some questions arise in relation
to how the probabilistic representation of confidence ought to be understood.
After all, the mere assertion that probabilities represent confidence does not
settle what is meaningful in such representations, nor why it is meaningful.
Start with the what-question, and suppose that the function p assigns proba-
bilities 0.99 and 0.33 to events E and F respectively. Obviously, p represents
more confidence in E than F . But is there any more to it? For instance,
the difference between 0.99 and 0.33 is twice the difference between 0.33 and
0—is that supposed to track something real? Similarly, 0.99 is three times
0.33—is that supposed to track something real? Are these facts about ratios
meaningful, or are they mere artifacts of our representational conventions?
Or in more familiar terms, the what-question concerns the kind of scale on
which confidence is being represented: is it an ordinal scale, an interval scale,
or a ratio scale?



Those are far from the only scale types, of course, but for present purposes
we do not need a full taxonomy. (For that, see Narens 1981.) My interest lies
specifically in the ratio scale hypothesis. In fact, it is quite straightforward to
show that probability ratios are meaningful within expected utility theory, as
it’s typically formulated, at least under certain conditions. But then there’s
the question of why. Certainly, the fact that 0.99 = 3 × 0.33 doesn’t justify
the claim that the three times ratio is meaningful with respect to probabilis-
tic representations of confidence, any more than it would justify the claim
that 99° F (≈ 37° C) is three times hotter than 33° F (≈ 0.5° C). Rather, if
probability ratios are meaningful, then the explanation for this lies not in the
numbers themselves but in some qualitative feature of the psychological sys-
tem those numbers are supposed to represent. So what is it about confidence,
as it’s portrayed within expected utility theory, that explains why probability
ratios are meaningful within that theory?

This paper presents a representation theorem with the aim of shedding
some light on these questions. Assuming a realist interpretation of expected
utility theory, I will use this theorem to argue for the following two-part
thesis:

Preference-Grounded Ratios. There are conditions under which (i) two
measures of confidence are equivalent in meaning just in case they agree on
all ratio information, and moreover (ii) the explanation for this fact relates
at least in part to the relationship between confidence and preference.

The first part is unlikely to be very controversial.1 The second part, however,
stands in contrast to the historically popular idea that probability ratios are
meaningful by virtue of the structure of the comparative confidence relations
they represent—that is, purely ordinal comparisons of relative confidence
such as “has more confidence in E than in F” and “has the same amount of
confidence in E and F”. I will discuss how these comparativist explanations
work in due course, but what’s important for now is that they require no
direct reference to preferences—and therefore cast doubt on the second part
of Preference-Grounded Ratios.2

1 Though cf. Joyce 2015: 416–9. Joyce argues, given a slight reformulation of the expected
utility rule, probabilities can be seen as representing confidence on an interval scale—so
ratios of differences are meaningful, but not ratios simpliciter.

2 The idea that we can explain what’s meaningful about probability ratios in terms of
comparative confidence relations has an extensive history—see de Finetti 1931, Koopman
1940a, 1940b, Savage 1954, Villegas 1964, Luce 1968, Krantz et al. 1971: ch. 5, Fine 1973:
ch. 2, Suppes and Zanotti 1976, 1982, Suppes 1994, and Zynda 2000; for more recent discus-
sions, see Suppes 2016, DiBella 2018, Stefánsson 2018, Konek 2019, and Elliott 2024. Such
relations have been given a variety of overlapping names across several literatures, including
but not limited to comparative probabilities, qualitative probabilities, intuitive probabilities,
qualitative confidence, comparative beliefs, and belief orderings.
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There are six main sections. Section 1 contains the relevant formal prelim-
inaries, while Section 2 discusses the conceptual background in more detail—
focusing especially on the key things required of a representation theorem if
it is to be used in support of Preference-Grounded Ratios. Section 3
then presents the theorem in full. Section 4 explicates the notion of meaning-
fulness, and on that basis argues for part (i) of my thesis; and finally, Section
5 and Section 6 together comprise the argument for part (ii).

But before going further, two clarifications are warranted. My topic con-
cerns the meaningfulness of probability ratios specifically within the context
of expected utility theory under a realist interpretation. What I have to say
won’t much depend on whether that theory is better understood descriptively
(e.g., as describing the typical relationship between confidence and preference
for real people) or normatively (e.g., as characterizing what that relationship
ideally ought to be). I take no stance on such matters here, though for ease of
expression I’ll adopt language befitting a descriptive interpretation through-
out. Second, my thesis is not that probability ratios are always meaningful,
nor that the explanation for their meaning always requires reference to pref-
erences. It is consistent with Preference-Grounded Ratios that different
explanatory strategies may apply in different circumstances. The contention
is simply that there are circumstances in which meaningful probability ratios
are best explained via the relationship between confidence and preference
under conditions of uncertainty.

1. Formal preliminaries
We adopt an analytic framework in the style of Savage (1954). To start, there
are two primitive sets (S and C) and two derived sets (2S and A):

· S is a non-empty set of states, with typical element s.
· C is a non-empty set of consequences, with typical elements α, β, γ, δ.
· 2S is the set of events (i.e., sets of states), with typical elements E, F .
· A ⊆ CS is the set of simple acts (i.e., finitely-valued functions from states

to consequences), with typical elements f, g, h.

In Section 3, I will assume that both S and C are finite (and so A just is CS);
but for now we make no assumptions regarding the size of either set.

We adopt the following notations. First, for any event E, the complement
of E with respect to S is denoted E; and s will be used ambiguously for
both the state and the singleton event that contains it. Next, we use fEg
for the mixture of acts f and g on event E. In other words, fEg denotes the
act h such that h(s) = f(s) for all states s in E and h(s) = g(s) otherwise.
Furthermore, we let fE = α whenever f(s) = α for all s in E; and we identify
each consequence with its corresponding constant act, so f = α whenever
fS = α. Given the above, note in particular that αEβ designates the binary
act f such that fE = α and fE = β.
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In addition, there are two relations that will be central throughout:

· ≿ is a binary preference relation on A.
· ≿c is a binary confidence relation on 2S .

We take the indifference ∼ and strict preference ≻ relations to be the sym-
metric and asymmetric parts of ≿ respectively. Furthermore, we say that ≿
is non-trivial whenever the asymmetric part is non-empty; and it is a weak
order whenever it is complete (i.e., f ≿ g or g ≿ f for all f, g) and transitive.
The same goes for ≿c, ∼c and ≻c, mutatis mutandis.3

Next, we refer to any real-valued function on the set of consequences as a
utility function. Similarly, we refer to any real-valued function on the set of
events as a confidence function. The flexibility in what counts as a confidence
function is intentional, as we want minimal presuppositions regarding how
confidence is being represented. By contrast, a probability function is to be
defined strictly as any confidence function that satisfies the usual properties:

K1. c(S) = 1 (normalization)
K2. c(E) ≥ 0 (non-negativity)
K3. E ∩ F = ∅ implies c(E ∪ F ) = c(E) + c(F ) (additivity)

For what follows, p will be reserved for probability functions, whereas c will
be used for confidence functions that may satisfy some, all, or none of these
three properties.

Finally, note that every simple act induces at least one (and typically
more than one) finite partition Ef of S such that f is constant with respect
to each E in Ef . Given that, let the valuation Vc,u be a real-valued function on
A defined relative to some (not necessarily probabilistic) confidence function
c and utility function u such that for all f and any corresponding choice of
consequence partition Ef ,

Vc,u(f) =
∑

E ∈ Ef

c(E) · u(fE).

Given this, say that Vc,u represents ≿ just in case

Vc,u(f) ≥ Vc,u(g) ⇔ f ≿ g.

Where c satisfies K1–K3, this is obviously just ordinary expected utility maxi-
mization. I take it as given that the central principle of expected utility theory,
under any interpretation, is that ≿ maximizes expected utility relative to at
least one probability function.

3 Keep in mind that ≿c has here been defined specifically as a binary relation on 2S ; in
other words, it is an unconditional confidence relation. In Section 5, we will also consider
conditional confidence relations that hold between ordered pairs of events, but until then
we restrict attention to the simpler unconditional relations.
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2. Conceptual motivations
The argument for Preference-Grounded Ratios requires a representa-
tion theorem—let’s call it the PGR theorem—with certain properties. As
such, I want to first explain what those properties are and why they’re im-
portant. To that end, it will be useful to set the PGR theorem in contrast to
Savage’s (1954) classic result.

Without going into specifics, Savage showed that if an agent’s preferences
satisfy certain conditions—he called them postulates—then they will max-
imize expected utility relative to exactly one probability function p. It has
often been remarked, however, that nothing about Savage’s theorem itself
implies that this function is therefore a representation of the agent’s confi-
dence.4 You might think, for instance, that if ≿c is the agent’s comparative
confidence ordering, then p should at minimum represent ≿c:

p(E) ≥ p(F ) ⇔ E ≿c F.

But for all the theorem tells us, p may have no connection to confidence what-
soever. Indeed, since the theorem only directly concerns the representation
of preferences, p need not represent anything at all beyond certain patterns
in an appropriately structured preference relation.

Savage’s position on these matters was roughly that confidence—he called
it personal probability —ought to be characterized in terms of preferences.5 In
particular, it’s easy to see that if α ≻ β, then ≿ maximizes expected utility
relative to p only if

p(E) ≥ p(F ) ⇔ αEβ ≿ αFβ.

In light of this, Savage proposed to define the agent’s comparative confidence
relation in terms of their preferences like so:

E ≿c F ⇔ ∀α, β
(
α ≻ β ⇒ αEβ ≿ αFβ

)
.

With that in place, it then follows immediately that p represents ≿c whenever
≿ maximizes expected utility relative to p.

There are two ways one might think of Savage’s ‘definition’. In its crudest
form, we can treat it as a simple ontological reduction—thus, p represents
≿c because it represents certain patterns in ≿, and that’s all that ≿c really is.
This would be blatantly inconsistent with the realist perspective I assumed at
the outset. However, there is another way to see things. Suppose we take ≿c to

4 See, for instance, Christensen 2001: 358–364; Eriksson and Hájek 2007: 196–202; Hájek
2008: 803–4; Meacham and Weisberg 2011: 644–5; Titelbaum 2022: 298–9.

5 See Savage 1954: ch. 3; 1967: 594–597. It should be noted that Savage’s definition of
‘personal probability’ was intended in the first instance for an ‘idealized homo economicus—
and therefore, with some approximation, a real person’; see Savage 1971: 783.
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be an independent primitive in our framework, alongside the usual preference
relation ≿. That is, we do not try to define ≿c in terms of ≿, but instead
posit ≿c as its own thing with an interpretation that need not be tied in any
particular way to ≿. Given that, we can then re-construe Savage’s ‘definition’
as a substantive constraint on how comparative confidence correlates with
certain patterns in the preference ordering, to be added as a further condition
of the theorem. Indeed, that this correlation holds ends up being a necessary
condition for expected utility theory under a realist interpretation.

The upshot is that we need a dual-primitive theorem, one that treats pref-
erence and comparative confidence on equal footing. Other such theorems
exist—the best known being Joyce’s (1999).6 However, there is a difference
that’s worth highlighting. In any dual-primitive theorem, we can distinguish
three kinds of conditions: (i) those that directly concern only preference, (ii)
those that directly concern only comparative confidence, and (iii) those that
specify how the two relations are connected. Joyce makes liberal use of the
second type, with the result being that his comparative confidence relations
are guaranteed to have a unique probabilistic representation regardless of how
they relate to preferences.7 By contrast, the PGR theorem employs minimal
conditions of type (ii)—not because doing so is desirable from a realist per-
spective, but because this is what best serves my argumentative purposes.
Specifically, I want to argue that sometimes what’s meaningful in a prob-
ability function cannot be understood without reference to preferences. To
that end, it is better to minimize any direct constraints on ≿c —lest one be
accused of smuggling ratios in through the confidence relation.

This point is directly related to the next contrast I want to highlight. In
order to show that preferences are required to explain meaningful probability
ratios in expected utility theory, one must isolate conditions consistent with
that theory under which some preference-based explanation can apply while
other explanations cannot. This rules out Savage’s theorem, for instance,
since the method by which Savage delivers unique probabilities makes central
use of conditions that preclude precisely this kind of explanatory differentia-
tion. In particular, Savage’s conditions hold only when there are explanations
available that depend only on the structure of the confidence relation, and
therefore require no direct reference to preferences.

This bears some explanation. To start, note that while every probability
function represents exactly one confidence relation, some confidence relations
can be represented by more than one probability function. As such, say that
p is ordinally determined just in case, if it represents ≿c, then it is the only
probability function that does so; otherwise, p is ordinally underdetermined.
Given that, at a very high level the strategy of Savage’s proof can be broken
into three steps:

6 See also Jeffrey 1974: 77–78, for an earlier statement of the idea.
7 See Joyce 1999: 137–139, 233–240.
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1. Define ≿c in terms of ≿.
2. Show that p is ordinally determined by ≿c.
3. Derive a utility function u (unique up to a positive affine transformation)

such that Vp,u represents ≿.

The important part for our purposes is step 2, since it means that a preference
relation will satisfy all of Savage’s postulates only if it maximizes expected
utility relative to an ordinally determined probability function.

Why does that rule out Savage’s theorem for my argument? Because p
is ordinally determined whenever the confidence relation it represents has
exactly the kind of structure that suffices to explain all of the ratio information
contained within p. This follows from a well-known result by Suppes and
Zanotti (1976). Let E i : S → {0, 1} be the indicator function for event E
relative to S; i.e.

E i(s) =
{

1 if s ∈ E,

0 if s ̸∈ E.

Next, we take an extended indicator function to be a non-negative integer
combination of indicator functions. That is, for any positive integer n, events
E1, ..., En, and non-negative integers k1, ..., kn, X : S → N0 is an extended
indicator function just in case

X(s) =
n∑

j=1
kj · E i

j(s).

Finally, let A⋆ be the algebra of extended indicator functions generated by
S —defined as the smallest semigroup under functional pointwise addition
that contains the indicator functions for all subsets of S.8 Then we have:

Theorem 1 (Suppes and Zanotti 1976; Suppes 2016). Let ≿⋆ be a binary
relation over the algebra A⋆ of extended indicator functions generated by S.
Then the following claims are equivalent:
1. ≿⋆ satisfies, for all X, Y, Z ∈ A⋆,

SZ1. ≿⋆ is a weak order
SZ2. X ≿⋆ ∅i

SZ3. S i ≻⋆ ∅i

SZ4. X ≿⋆ Y ⇔ X + Z ≿⋆ Y + Z
SZ5. X ≻⋆ Y only if nX ≻⋆ kS i ≻⋆ nY for some positive integers k, n

2. There is a real-valued function E on A⋆ such that for all X, Y ∈ A⋆,
8 That is, for all events E and extended indicator functions X, Y : (i) E i ∈ A⋆; (ii) if

X, Y ∈ A⋆ then X + Y ∈ A⋆; and (iii) nothing else is in A⋆. Here, + is defined pointwise
in the usual way: (X + Y )(s) := X(s) + Y (s), for all s.
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E1. E(X) ≥ 0
E2. E(∅i) = 0
E3. E(S i) > 0
E4. E(X + Y ) = E(X) + E(Y )
E5. X ≿⋆ Y ⇔ E(X) ≥ E(Y )

Furthermore, if E and E′ are any two expectation functions on A⋆ satisfying
E1−E5, then there is a positive real number a such that E = aE′; that is, E
is unique up to a positive scalar transformation.

As Suppes and Zanotti point out, the properties SZ1–SZ5 are of the same
form as those used to characterize positive extensive measurement structures
(cf. Krantz et al. 1971). What their result tells us, then, is that a compar-
ative confidence ordering has a unique probabilistic representation just in
case it has—or determines under an appropriate extension—the very same
kind of structure used to underwrite the ratio-scale measurement of exten-
sive quantities such as length, mass, and duration. More precisely, suppose
we first induce ≿⋆ on the space of (ordinary) indicator functions using ≿c in
the obvious way:

E ≿c F ⇔ E i ≿⋆ F i.

It is then a corollary of Suppes and Zanotti’s theorem that ≿c has a unique
probabilistic representation if (and only if) there is a unique extension of
≿⋆ to the full algebra of extended indicator functions generated by S that
satisfies SZ1–SZ5.9

To get a picture of how this works, imagine that ≿c represents the relative
size of events—so E ∼c F means that E is the same size as F , while E ≻c F
means that E is bigger than F . We assume that any event is at least as big
as ∅, which has zero size; and that sizes combine additively in the usual way.
Let S = {s1, s2, s3, s4}, and label non-singleton events via the indices of the
states they contain. Now imagine two ways this ordering might go:

(a) S ≻c

E123
E124
E134

≻c

E12
E13
E14

≻c
s1

E234
≻c

E23
E24
E34

≻c

s2
s3
s4

≻c ∅

(b) S ≻c

E123
E124
E134

≻c

E12
E13
E14
E234

≻c

s1
E23
E24
E34

≻c

s2
s3
s4

≻c ∅

9 See Suppes and Zanotti 1976: 435, though note that they slightly misstate this result.
They claim that ≿c has a unique probabilistic representation just in case there is an ex-
tension to some ≿⋆ that satisfies SZ1–SZ5. A simple counterexample is to let S = {s1, s2}
and then consider the ordering S ≻c s1 ≻c s2 ≻c ∅. There are many ways to extend ≿c to
≿⋆ so as to satisfy SZ1–SZ5. By Theorem 1, these different extensions determine different
E (unique up to a positive scalar transformation), which in turn induce different proba-
bility functions that all represent ≿c. The fix is immediate: ≿c has a unique probabilistic
representation whenever it has a unique extension.
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(a)

s1
1
2

s2
1
6

s3
1
6

s4
1
6

(b)

s1
2
5

s2
1
5

s3
1
5

s4
1
5

(c) (c)
s1 s1 s1 s1 s1

s1 s2 s3 s4 s1 s2 s3 s4

Figure 1

In each case, the ordering agrees with exactly one probability function, as
represented by Figure 1 (a) and (b). In the first case, observe in particular
that the state space S can be partitioned into two equal-sized parts (s1 and
E234), which implies that each part is 1/2 the size of S. Likewise, E234 can
in turn be partitioned into three equal-sized parts (s2, s3 and s4), which
are therefore all 1/6 the size of S. In this manner, the relative sizes of each
state—and therefore the relative sizes of all events—can be determined by
iteratively breaking every event down into equal-sized parts.

For (b), on the other hand, there is no way to partition S into equal-sized
parts. However, the same kind of ‘equal-parts’ reasoning does imply that s1
is the same size as E23 which is twice the size of s2, s3 and s4. Given that, one
way to understand the Suppes and Zanotti construction is to imagine what
would happen if we could ‘duplicate’ any event as many times as we like and
combine them together in different ways. In particular, think of the extended
indicator function 5 · si

1 as representing the combination of five ‘duplicates’
of s1, and likewise 2 · S i represents the combination of two ‘duplicates’ of S.
Now given what ≿c tells us about the relative sizes of each state, it follows
that 5 · si

1 would have to be the same size as 2 · S i, as pictured in Figure 1
(c). As such, s1 must be 1/5 the size of 2 · S i —or equivalently, 2/5 the size of
S —and consequently, s2, s3 and s4 must each be 1/5 the size of S.

To summarize, the Suppes and Zanotti theorem tells us that if p is ordi-
nally determined, then the total pattern of ratios encoded by p is meaningful;
and in that case, there is a satisfactory measurement-theoretic explanation of
that pattern which depends solely on the structure of ≿c. (Stronger: that par-
ticular explanation is available only if p is ordinally determined.) This rules
out, for the purposes of my argument, any representation theorem that deliv-
ers only ordinally determined probabilities. That includes Savage’s theorem,
among others, ultimately due to his chosen order of construction:

preferences → unique probabilities → interval-scale utilities
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For this reason, the PGR theorem is based on an alternative order of
construction similar to the one employed by Ramsey (1931); namely:

preferences → interval-scale utilities → unique probabilities

In more detail: first we construct an ‘equal-spaced’ utility function over conse-
quences; then we use those utilities to define ‘exchange rates’ between states
that suffice to pin down a unique probability function. The benefit of this
method is that it bypasses any need to posit an ‘equal-parts’ structure in
the confidence ordering, essentially because most of the heavy lifting is off-
loaded onto the ‘equal-spaced’ structure in ≿ over C. This permits a certain
flexibility in the kinds of probabilities that can thereby be derived—and in
particular leaves room for ordinal underdetermination.

The final contrast that I want to highlight is perhaps the most important:
the PGR theorem is not intended to provide an axiomatization of expected
utility theory. This is especially relevant to how the conditions on ≿ and ≿c

ought to be evaluated. If the goal were to show how expected utility theory
might be reduced to a small set of axioms, then it would make sense to evalu-
ate these conditions for how empirically plausible or normatively compelling
they seem to be.10 In the theory of measurement, however, representation
theorems are traditionally employed to help explain what is meaningful in
the representation of a quantity, and why. In that vein, my goal is to show
how meaningful probability ratios arise within expected utility theory specif-
ically under conditions that enable us to differentiate between explanatory
hypotheses that would otherwise be indistinguishable. As such, the reader is
forewarned against interpreting the “axioms” of the PGR theorem either as
empirical generalizations or as canons of rationality—they need be neither.
What matters for the sake of my argument is that the conditions characterize
one way an expected utility maximizer could in principle be.

Figure 2 provides an illustration of the point. Suppose that A contains all
preference orders that maximize expected utility relative to at least one p,
and B is the proper subset of A in which that p is unique. B then splits into
C1, where p is ordinally determined; and C2, where it isn’t. Any theorem,
such as Savage’s, that is confined wholly to C1 is thereby irrelevant for my
argument. By contrast, the PGR theorem characterizes a subset of B that
intersects C1 and C2 —and for my argument, what matters most is just that
the shaded region (PGR ∩ C2) is non-empty.

10 On this basis, for instance, Savage’s postulate P6 has been criticized for being neither
descriptively plausible nor rationally compelling—e.g., Suppes 1974: 162–163. P6 asserts
that if f ≻ g, then for all α, β there is a partition {E1, ..., En} of S such that αEif ≻ g
and f ≻ βEig. P6 is the main reason that Savage’s probability functions are ordinally
determined, and the reason that Savage’s postulates are satisfied only if the state space is
infinite. It is noteworthy, therefore, that P6 is usually thought of as a useful simplifying
assumption rather than a plausible requirement of rationality—see, e.g., Shafer 1986: 468,
Gilboa 2013: 103, 123, Abdellaoui and Wakker 2020: 2.
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A

B

C1 C2

Savage PGR

Figure 2

Why is that? Because for any preferences in the shaded region, we can
use the PGR theorem to show that ≿ maximizes expected utility relative to
a unique probability p, even though p is ordinally underdetermined. Since the
PGR theorem also implies in those cases that p represents ≿c and that the
ratio information it encodes is meaningful (Section 4), it follows that what’s
meaningful about those ratios cannot be fully explained in terms of ≿c (Sec-
tion 5). Some other explanation is required, and after canvassing some other
options, I’ll argue that the best explanation in the relevant circumstances is
one that involves preferences (Section 6).

3. Representation theorem
Assume throughout that S and C are finite.11 There are eight conditions
labeled C1–C8, the first two of which are:

C1. ≿ is a weak order
C2. α ≻ β implies αEβ ≿ αFβ ⇔ E ≿c F

C1 is necessary for any Vc,u to represent ≿, regardless of what c and u happen
to be. C2 is just Savage’s definition of ≿c, as discussed earlier. It serves as
the main route by which confidence is tied to preference.

The next three conditions are what give rise to an equal-spaced utility
function, in which adjacent points on a finite utility scale are spaced equally
far apart. The basic idea originates from Davidson and Suppes (1956), whose
representation theorem also establishes an equal-spaced utility function—
though here the strategy has been simplified and reconstructed for the more
general Savage-style setting. First we can define the integer-valued function
∆ on C×C recursively like so:

11 I’ll say more about the relevance of this assumption in Section 5. For other represen-
tation theorems for subjective expected utility theory in a Savage-style setting that are
consistent with a finite state space, see Nakamura 1990, Gul 1992, and Abdellaoui and
Wakker 2020.
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∆(α, β) =


0 if α ∼ β,

1 if α ≻ β and there’s no γ ∈ C such that α ≻ γ ≻ β,

n if there is a γ such that ∆(α, γ) = n − 1 and ∆(γ, β) = 1,

−n if ∆(β, α) = n.

In other words, ∆(α, β) denotes the number of successive ‘steps’ (from better
to worse) to get from α to β in the preference ordering over consequences.
Given that,

C3. There is an event E such that E ∼c E
C4. If E ∼c E, then αEβ ∼ γEδ implies ∆(α, γ) = ∆(δ, β)
C5. ∆(α, α′) = ∆(β, β′) implies αEf ≿ βEg ⇔ α′Ef ≿ β′Eg

Henceforth, we use H (or half-probability event) for an event that satisfies
C3. Thus C3 states that at least one half-probability event exists, the sole
purpose of which is to ensure that C4 is non-trivially satisfied. In that case,
C4 reflects the fact that if adjacent consequences are spaced equally in utility,
then the difference between α and γ is the same as the difference between δ
and β only if there’s the same number of ‘steps’ between them:

u(α) − u(γ) = u(δ) − u(β) ⇒ ∆(α, γ) = ∆(δ, β).

To see this, observe that ≿ maximizes expected utility relative to some prob-
ability function p and utility function u only if p(H) = p(H) = 0.5 for every
half-probability event H; and therefore

αHβ ∼ γHδ ⇔ u(α) + u(β)
2 = u(γ) + u(δ)

2 ⇔ u(α)−u(γ) = u(δ)−u(β).

In terms of the final representation, αHβ ∼ γHδ can be thought of as saying
that the midway point in utility between α and β is the same as the midway
point in utility between γ and δ, from which it follows that the difference
in utility between α and γ must be equal to that between δ and β —as
represented in Figure 3.

α γ δ β

αHβ ∼ γHδu(α) − u(γ) = 3 u(δ) − u(β) = 3

Figure 3
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Combining C4 and C5, it can be shown that for any half-probability events
H,

αHβ ∼ γHδ ⇔ ∆(α, γ) = ∆(δ, β).

This establishes the equal-spacing structure (see Lemma 1). In the presence
of that structure, C5 then expresses the fact that relative expected utility
depends not on the absolute utility of each consequence at a state, but instead
on the differences between those utilities for each state. Compare the following
decision matrices, where C5 tells us that f ≿ g ⇔ f ′ ≿ g′ precisely because
the pattern of utility differences (+2, −1, 0) is identical between them:

s1 s2 s3

f 1 2 4
g 3 1 4

s1 s2 s3

f ′ 2 1 3
g′ 4 0 3

While C5 is not necessary for consistency with expected utility theory in
general, it is necessary given an equal-spaced utility distribution. In fact, in
that context C5 is a natural strengthening of Savage’s postulate P2, which
in the finite setting is equivalent to:

P2. αEf ≿ αEg ⇔ βEf ≿ βEg

P2 comprises one half of Savage’s Sure Thing Principle, and follows from C5
by setting α′ = α and β′ = β to get ∆(α, β) = ∆(α, β). The other half is
given by his postulate P3, which is here relabeled as C6. Say that an event
E is null just in case αEf ∼ βEf for all consequences α, β. Then C6 is a
simple event-wise dominance condition:

C6. If E is non-null, then α ≿ β ⇔ αEf ≿ βEf

C1–C6 suffice for the existence of a utility function u such that

(i) α ≿ β ⇔ u(α) ≥ u(β),
(ii) αHβ ≿ γHδ ⇔ u(α) − u(γ) ≥ u(δ) − u(β).

Furthermore, we can show that any utility function satisfying these properties
will be unique up to a positive affine transformation. (See Lemma 2.) As
Ramsey (1931) pointed out, we can then use the fact that difference ratios
are always preserved under positive affine transformations to extract a unique
normalized confidence function out of u—at least provided certain further
conditions obtain.

There’s more than one way to do this. Ramsey’s original strategy requires,
first of all, that every binary act αEβ has a certainty equivalent —i.e., a con-
sequence γ such that γ ∼ αEβ. This is used to pin the value of every binary
act to a particular point on the utility scale. More importantly, the strategy
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requires presupposing that c satisfies normalized complement-additivity —i.e.,
c(E) + c(E) = 1 for all E. Given that, Vc,u represents ≿ only if

c(E) = u(γ) − u(β)
u(α) − u(β) ,

whenever α ≻ β and γ ∼ αEβ. Thus Ramsey suggested that we might define
c(E) using ratios of differences in the utilities of the consequences of binary
acts conditional on E and their certainty equivalents, under the assumption
that c satisfies normalized complement-additivity.

For my purposes, it is better if we don’t have to presuppose normalized
complement-additivity—we want the structure of c to be a consequence of
the assumption that it relates to ≿ via the expected utility rule. Thus we
pursue an alternative, more general method that requires neither certainty
equivalents nor the assumption of normalized complement-additivity. Instead,
the current strategy uses ‘exchange rates’ between utilities to derive confi-
dence ratios between events. For a simple example of what I mean, consider
the following matrix:

E E

f 1 0
g 0 3

Now suppose f ∼ g. We might think of this intuitively as saying that the
prospect of one unit of utility at E can be ‘exchanged’ for the prospect of 3
units of utility at E; and in this case, Vc,u represents ≿ only if c(E) = 3 · c(E).
More generally, suppose that E and F are non-null events and that there are
consequences α, β, γ such that α, β ≻ γ and αEγ ∼ βFγ. Then Vc,u represents
≿ only if

c(E)
c(F ) = u(β) − u(γ)

u(α) − u(γ) .

For this to work, two more conditions are needed. First, we need to ensure
coherence in the exchange rates. To that end, observe that the ratio between
any two non-null E and E′ can be established indirectly via their respective
relationships with a common benchmark F :

c(F ) = d/a · c(E)
c(F ) = d/b · c(E′)

}
⇒ b · c(E) = a · c(E′).

Thus we have the following condition, which holds necessarily for any prefer-
ences that have an expected utility maximizing representation:

C7. If there are consequences α, β, γ, δ and events E, E′, F such that α, β, γ ≻
δ, γEδ ∼ αFδ, and γE′δ ∼ βFδ, then βEδ ∼ αE′δ

14



Finally, there must be sufficiently many consequences of differing values to
fix an exchange rate between any two non-null events. The following suffices:

C8. There is a non-null state s such that for all non-null states s′, there are
α, β, γ ∈ C such that ∆(β, γ) ≥ ∆(α, γ) = 1 and αs′γ ∼ βsγ

The main effect of C8 is to impose a certain kind of factorizability constraint
on c: all confidence weights must be a non-negative integer multiple of the
weight assigned to some minimal non-null state. This is a strong constraint
on the shape of c; however, it also greatly simplifies the existence proof while
leaving plenty of room for ordinal underdetermination.

We can now state the main result on which the argument for Preference-
Grounded Ratios is premised:

Theorem 2 (PGR theorem). Suppose that S and C are non-empty finite
sets, ≿ is a binary relation on A, ≿c is a binary relation on 2S , and C1–C8
hold. Then there exists a probability function p and a utility function u such
that:

PGR1. Vp,u represents ≿
PGR2. p represents ≿c

Furthermore,

PGR3. p is the unique probability function for which PGR1 holds, while u is
unique up to a positive affine transformation

See the Appendix for a proof.
For later reference, it’s worth noting that conditions necessary for the

existential conclusions PGR1 and PGR2 are C1, C2, C6 and C7. The re-
maining conditions all play an important role either in the existence proof or
the uniqueness proof, or both, but none of them are required for any of the
theorem’s conclusions whether taken individually or in combination. That is,
it is possible to devise cases where some or all of C3, C4, C5 and C8 are
violated, and yet all three of PGR1, PGR2 and PGR3 still hold.

4. Meaning and ratios
The first step towards establishing Preference-Grounded Ratios is to
show that whenever ≿ and ≿c jointly satisfy C1–C8, then the pattern of
ratios encoded by the unique probability function relative to which ≿ max-
imizes expected utility is meaningful. To that end, the immediate problem
is that the above statement of the PGR theorem does not directly address
which properties of the probabilistic representation are meaningful. This is
something it shares with typical statements of Savage’s theorem. As Mike
Titelbaum put it in a recent discussion,
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The phrase “there exists a unique probabilistic credence distribu-
tion” contains a key ambiguity. One might be tempted to read
it as saying that given an agent’s full preference ranking of acts,
there will be exactly one credence distribution that matches those
preferences via expected utility maximization, and moreover that
credence distribution will be probabilistic. But that’s not how the
theorem works. The proof begins by assuming that we’re looking
for a probabilistic credence distribution, and then showing that
out of all the probabilistic distributions, there is exactly one that
will match the agent’s preferences... (Titelbaum 2022: 300)12

While it’s not really an ambiguity, it is true that typical statements of rep-
resentation theorems leave open whether ≿ might also have a V -maximizing
representation relative to some other non-probabilistic confidence function—
and if so, then how all these functions might relate to one another. Conse-
quently, they do not explicitly specify which properties of the probabilistic
representation are supposed to correspond to something real, as opposed to
those properties that merely reflect a conventional choice to focus specifically
on probabilistic representations.

The basic idea for what follows is that a property is meaningful according
to a theory whenever that theory leaves no freedom of choice with respect
to whether that property is satisfied—thus, meaningful properties are those
of which the theory is telling us: this corresponds to something real in what’s
being represented.13 Once that’s in place, it is not difficult to isolate those
properties of a confidence function that are meaningful with respect to V -
maximizing representations of a preference relation—and thereby show that
any proof that ≿ maximizes expected utility relative to a unique probability
function p is, in effect, also a proof that the total pattern of ratios encoded
by p is meaningful.

We ignore throughout the degenerate case where ≿ is trivial. (If ≿ is
trivial, then Vc,u represents ≿ whenever u takes constant value 0 regardless
of what c we plug into the valuation. This tells us nothing interesting about
what is meaningful in c.) Given that, where P might be any property of a
confidence function:

· P is meaningful just in case, for every non-trivial ≿ with a V -maximizing
representation, any two such representations Vc,u and Vc′,u′ agree with re-
spect to P; i.e., c satisfies P if and only if c′ satisfies P.

12 Similar points are raised by Meacham and Weisberg 2011: 657 and Hájek 2008: 803.
13 The account of meaningfulness presented below is intended to fit naturally with stan-

dard measurement-theoretic notions of meaningfulness in the numerical representation of
quantities—i.e., invariance under automorphisms given a fixed choice of representational
structure, as specified by some formal theory of the quantity in question. See Pfanzagl 1968,
Luce 1978, Narens 1985, and Luce et al. 1990; and for a detailed treatment of meaningfulness
specifically in relation to decision theory, see Elliott 2024.
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Notice that meaningfulness splits into two kinds. P is trivially meaningful
whenever there’s no variation, across all possible V -maximizing representa-
tions of any non-trivial ≿ relations, with respect to whether c satisfies P. In
that sense, the question of whether c satisfies P is settled just by the hypoth-
esis that it figures in some V -maximizing representation or other. On the
other hand, P is substantively meaningful whenever it’s meaningful but not
trivially meaningful. In effect, every substantively meaningful property marks
a distinction within the class of ≿ relations that have some V -maximizing
representation: those for which the structure of ≿ forces P, and those for
which it instead forces ¬P.14

It is straightforward to prove that additivity and non-constancy are triv-
ially meaningful, each falling directly out of V -maximization in all but the
degenerate case where ≿ is trivial:

Proof. Assume that ≿ is non-trivial, and that Vc,u represents ≿. From non-
triviality, u must be non-constant. Given that, consider any two consequences
α and β where u(α) ̸= u(β), and any pair of disjoint events E and F . Since
αE∪Fα = αEαFα and βE∪Fβ = βEβFβ, the partition-independence re-
quirement on the definition of Vc,u (Section 1) implies

c(E ∪F ) · u(α)+ c(E ∪ F ) · u(α) = c(E) · u(α)+ c(F ) · u(α)+ c(E ∪ F ) · u(α),
c(E ∪ F ) · u(β) + c(E ∪ F ) · u(β) = c(E) · u(β) + c(F ) · u(β) + c(E ∪ F ) · u(β).

Since u(α) ̸= u(β), together these imply that c is additive: c(E ∪ F ) =
c(E) + c(F ). Additivity then implies that c(∅) = 0, so c is constant only
if c(E) = 0 for all E. But this would imply that ≿ is trivial; so c must be
non-constant.

By contrast, neither normalization nor non-negativity are trivially mean-
ingful, since we can readily concoct preference relations that satisfy neither
property but still have a V -maximizing representation. Suppose that E, E
are non-empty, and let

c(∅) = 0
c(S) = 0

c(E) = 1
c(E) = −1

u(α) = 1
u(β) = 0

The Vc,u-induced preference relation therefore includes the following:

αEβ ≻ αEα ∼ βEβ ≻ βEα

14 Strictly speaking, this characterizes when P is (trivially/substantively) meaningful
specifically with respect to V -maximizing representations of preference. Parallel definitions
could be provided for when P is meaningful with respect to real-valued representations of
comparative confidence. On that basis, we might say that P is meaningful simpliciter when-
ever it’s meaningful with respect to either V -maximizing representations of ≿ or real-valued
representations of ≿c. Incorporating this into the discussion would not affect the main con-
clusion of the section—i.e., that probability ratios are meaningful in the cases where C1–C8
are satisfied—and so I have set it aside for simplicity.
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However, note that these preferences are inconsistent with C6: E is non-null
and α ∼ β, yet αEβ ≻ βEβ and βEα ≻ αEα. This is no accident. Say that
c is zero-bounded just in case it’s either non-negative or non-positive; other-
wise it is mixed-sign. Then zero-boundedness and mixed-signedness are sub-
stantively meaningful properties which correspond precisely to the division,
among non-trivial preferences that have some V -maximizing representation,
of those that do and do not satisfy C6 respectively:

Proof. Assume that ≿ is non-trivial, and that Vc,u represents ≿. From above,
we know that c and u are non-constant, and c is additive, and there is some
E with c(E) ̸= 0. For any such E and any α, β and f ,

Vc,u(αEf) − Vc,u(βEf) = c(E)
(
u(α) − u(β)

)
,

Vc,u(α) − Vc,u(β) = c(S)
(
u(α) − u(β)

)
.

If c is zero-bounded, c(E) and c(S) have the same sign; so

Vc,u(α) − Vc,u(β) ≥ 0 ⇔ Vc,u(αEf) − Vc,u(βEf) ≥ 0,

which implies C6. For the other direction, if c is mixed-sign then there are
three possibilities: (i) c(S) = 0, (ii) c(S) > 0, and (iii) c(S) < 0. For (i), pick
any α, β such that u(α) > u(β), and pick an event E such that c(E) < 0 and
c(E) > 0. Observe that Vc,u(αEα) = c(S)·u(α) = 0 and likewise Vc,u(βEβ) =
c(S) · u(β) = 0, so α ∼ β. However, we also get that Vc,u(βEα) > Vc,u(αEα)
and so βEα ≻ αEα, which violates C6. The proof that cases (ii) and (iii)
also imply a violation of C6 is essentially the same, and therefore omitted.
So, c is zero-bounded if and only if ≿ satisfies C6.

The upshot is that we can now specify the exact role that normalization
and non-negativity play with respect to V -maximization: given additivity,
they pin down one particular way of instantiating the meaningful proper-
ties of non-constancy and zero-boundedness. But that is the limit of what
is meaningful in them—given non-constancy and zero-boundedness, normal-
ization and non-negativity amount to no more than an arbitrary choice of
unit and sign respectively. This is implied by the fact that if Vc,u represents
≿, and c′ is any scalar transformation of c (i.e., c′ = a · c for a ̸= 0), then
there is a u′ such that Vc′,u′ also represents ≿:

Proof. Assume that Vc,u represents ≿. For any a > 0, let c′ = a · c, c′′ = −a · c,
and u′ = −1 · u. Then for any f ,

a ·
∑

E ∈ Ef

c(E) · u(fE) =
∑

E ∈ Ef

c′(E) · u(fE) =
∑

E ∈ Ef

c′′(E) · u′(fE).

So a · Vc,u(f) = Vc′,u(f) = Vc′′,u′(f). Since multiplication by a positive con-
stant is order-preserving, therefore Vc′,u and Vc′′,u′ also represent ≿.
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There are two lessons to draw from all this. First: Vc,u represents ≿ only if
c is additive, non-constant, and unique at most up to a scalar transformation.
The ‘at most’ is emphasized for a reason—for all I’ve said, it may be that
Vc,u and Vc′,u′ both represent ≿ even if c′ is not a scalar transformation of
c. Absent further constraints on the intended representation, it simply isn’t
possible to fix a uniqueness condition on the confidence function stronger
than multiplication by a non-zero constant, and there can be conditions under
which the uniqueness properties are weaker. But now the second lesson: to
show that (i) ≿ maximizes expected utility relative to exactly one probability
function just is to show that (ii) ≿ maximizes V relative to an additive, non-
constant and zero-bounded confidence function that’s unique up to a scalar
transformation. The equivalence proof is straightforward, given the points
established above:

Proof. That (ii) implies (i) is immediate. For the other direction, assume that
≿ maximizes expected utility relative to a unique probability function p. ≿
therefore maximizes V relative to every c that’s a scalar transformation of
p, and doesn’t maximize V relative to any c that’s non-additive, constant or
mixed-sign. As such, let c⋆ be any additive, non-constant and zero-bounded
confidence function that is not a scalar transformation of p, and suppose
there’s some u such that Vc⋆,u represents ≿. Then there must be some p⋆ ̸= p
such that p⋆ is a scalar transformation of c⋆ and ≿ maximizes expected utility
relative to p⋆, contradicting the initial assumption.

We can now address the challenge with which this section began. If C1–C8
are satisfied, then there’s a unique p and some u such that Vp,u represents
≿. From this, we now know that there is some u′ such that Vc,u′ represents
≿ if and only if c is a scalar transformation of p. Scalar transformations are
precisely those that preserve ratio information, in the sense that c is a scalar
transformation of c′ if and only if c and c′ agree on which events receive value
0, and for all E, F such that c(F ) ̸= 0,

c(E)
c(F ) = c′(E)

c′(F ) .

Conclusion: if C1–C8 are satisfied, then the structure of the preference rela-
tion forces a total pattern of ratios among events in any confidence function
to which those preferences relate via V -maximization. From the perspective
of expected utility theory, then, there is no meaningful difference between
two confidence functions which instantiate that pattern.

5. When comparative confidence isn’t enough
The next step is to argue that there exist at least some cases in which C1–C8
are all satisfied, and yet the resulting probability ratios cannot be explained
wholly in terms of ≿c.
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To that end, consider the probability functions p1, p2 and p3 represented
in Figure 4, which all represent the same confidence ordering:

S ≻c E12 ≻c E13 ≻c E23 ∼c s1 ≻c s2 ≻c s3 ≻c ∅

Set aside p3 for now; it will be relevant later. Given ≿c as just specified, first
we show that there are preferences ≿1 and ≿2 such that

(i) ≿1 and ≿c satisfy C1–C8, with p1 being the unique probability function
relative to which ≿1 maximizes expected utility; and

(ii) ≿2 and ≿c satisfy C1–C8, with p2 being the unique probability function
relative to which ≿2 maximizes expected utility.

The simplest example requires five consequences. Let C = {0, 1, 2, 3, 4},
and set u(i) = i for i = 0, ..., 4. In that case, Table 1 represents the ordering
≿1 induced by Vp1,u, while Table 2 represents the ordering ≿2 induced by
Vp2,u. Moreover, both examples satisfy C1–C8. C3 follows from E23 ∼c s1.
For the necessary conditions C1, C2, C6 and C7, these follow just from the
fact that the acts in each table are arranged by expected utility. Furthermore,
since the utility function is equal-spaced, it is also easy to see that C4 and C5
are satisfied. Finally, C8 simply requires the existence of a non-null state—in
both cases it’s s3 —such that for some x, y > 0, f ∼ g and f ′ ∼ g′:

s1 s2 s3

f 1 0 0
g 0 0 x

s1 s2 s3

f ′ 0 1 0
g′ 0 0 y

For p1, x = 3 and y = 2; and for p2, x = 4 and y = 3.
So p1 is the unique probability function relative to which ≿1 maximizes

expected utility, while p2 is the unique probability function relative to which
≿2 maximizes expected utility—even though p1 and p2 represent the same
confidence ordering. Since we have already concluded that, under these cir-
cumstances, the ratio relations in p1 and p2 are meaningful, the upshot is that
there must be more to what makes them meaningful than can be explained
solely in terms of ≿c.

20



s1 s2 s3 eu s1 s2 s3 eu s1 s2 s3 eu s1 s2 s3 eu
0 0 0 0.0 0 2 4 1.33 2 3 0 2.0 3 2 3 2.67
0 0 1 0.17 1 2 1 1.33 3 0 3 2.0 3 3 1 2.67
0 0 2 0.33 0 3 3 1.5 3 1 1 2.0 4 0 4 2.67
0 1 0 0.33 0 4 1 1.5 4 0 0 2.0 4 2 0 2.67
0 0 3 0.5 1 1 4 1.5 1 4 2 2.17 2 4 3 2.83
0 1 1 0.5 1 2 2 1.5 3 1 2 2.17 3 3 2 2.83
1 0 0 0.5 1 3 0 1.5 1 3 4 2.17 3 4 0 2.83
0 1 2 0.67 2 0 3 1.5 2 2 3 2.17 4 1 3 2.83
0 0 4 0.67 2 1 1 1.5 2 3 1 2.17 3 2 4 2.83
0 2 0 0.67 3 0 0 1.5 3 0 4 2.17 4 2 1 2.83
1 0 1 0.67 0 4 2 1.67 3 2 0 2.17 2 4 4 3.0
0 1 3 0.83 2 1 2 1.67 4 0 1 2.17 3 3 3 3.0
1 0 2 0.83 0 3 4 1.67 1 4 3 2.33 3 4 1 3.0
1 1 0 0.83 1 2 3 1.67 2 3 2 2.33 4 1 4 3.0
0 2 1 0.83 1 3 1 1.67 2 4 0 2.33 4 2 2 3.0
0 1 4 1.0 2 0 4 1.67 3 1 3 2.33 4 3 0 3.0
0 2 2 1.0 2 2 0 1.67 4 0 2 2.33 3 4 2 3.17
0 3 0 1.0 3 0 1 1.67 4 1 0 2.33 3 3 4 3.17
1 0 3 1.0 0 4 3 1.83 2 2 4 2.33 4 2 3 3.17
1 1 1 1.0 1 3 2 1.83 3 2 1 2.33 4 3 1 3.17
2 0 0 1.0 1 4 0 1.83 1 4 4 2.5 3 4 3 3.33
1 1 2 1.17 2 1 3 1.83 2 3 3 2.5 4 3 2 3.33
0 2 3 1.17 3 0 2 1.83 2 4 1 2.5 4 4 0 3.33
0 3 1 1.17 3 1 0 1.83 3 1 4 2.5 4 2 4 3.33
1 0 4 1.17 1 2 4 1.83 3 2 2 2.5 3 4 4 3.5
1 2 0 1.17 2 2 1 1.83 3 3 0 2.5 4 3 3 3.5
2 0 1 1.17 0 4 4 2.0 4 0 3 2.5 4 4 1 3.5
0 3 2 1.33 1 3 3 2.0 4 1 1 2.5 4 4 2 3.67
0 4 0 1.33 1 4 1 2.0 2 4 2 2.67 4 3 4 3.67
1 1 3 1.33 2 1 4 2.0 4 1 2 2.67 4 4 3 3.83
2 0 2 1.33 2 2 2 2.0 2 3 4 2.67 4 4 4 4.0
2 1 0 1.33

Table 1: p(s1) = 3/6, p(s2) = 2/6, p(s3) = 1/6

s1 s2 s3 eu s1 s2 s3 eu s1 s2 s3 eu s1 s2 s3 eu
0 0 0 0.0 1 1 4 1.38 3 0 4 2.0 4 1 2 2.63
0 0 1 0.13 2 0 3 1.38 3 1 1 2.0 3 3 1 2.75
0 0 2 0.25 2 1 0 1.38 4 0 0 2.0 2 4 2 2.75
0 0 3 0.38 0 3 3 1.5 1 3 4 2.13 3 2 4 2.75
0 1 0 0.38 0 4 0 1.5 1 4 1 2.13 4 2 0 2.75
0 0 4 0.5 1 2 2 1.5 2 3 0 2.13 4 1 3 2.75
0 1 1 0.5 2 0 4 1.5 4 0 1 2.13 3 3 2 2.88
1 0 0 0.5 2 1 1 1.5 2 2 3 2.13 4 2 1 2.88
1 0 1 0.63 3 0 0 1.5 3 1 2 2.13 2 4 3 2.88
0 1 2 0.63 0 3 4 1.63 2 3 1 2.25 4 1 4 2.88
0 2 0 0.75 0 4 1 1.63 1 4 2 2.25 2 4 4 3.0
1 0 2 0.75 1 3 0 1.63 2 2 4 2.25 3 3 3 3.0
0 1 3 0.75 3 0 1 1.63 3 2 0 2.25 3 4 0 3.0
0 2 1 0.88 1 2 3 1.63 4 0 2 2.25 4 2 2 3.0
0 1 4 0.88 2 1 2 1.63 3 1 3 2.25 3 3 4 3.13
1 0 3 0.88 1 3 1 1.75 2 3 2 2.38 3 4 1 3.13
1 1 0 0.88 0 4 2 1.75 3 2 1 2.38 4 3 0 3.13
0 2 2 1.0 1 2 4 1.75 1 4 3 2.38 4 2 3 3.13
1 0 4 1.0 2 2 0 1.75 3 1 4 2.38 4 3 1 3.25
1 1 1 1.0 3 0 2 1.75 4 0 3 2.38 3 4 2 3.25
2 0 0 1.0 2 1 3 1.75 4 1 0 2.38 4 2 4 3.25
0 3 0 1.13 1 3 2 1.88 1 4 4 2.5 4 3 2 3.38
2 0 1 1.13 2 2 1 1.88 2 3 3 2.5 3 4 3 3.38
0 2 3 1.13 0 4 3 1.88 2 4 0 2.5 3 4 4 3.5
1 1 2 1.13 2 1 4 1.88 3 2 2 2.5 4 3 3 3.5
0 3 1 1.25 3 0 3 1.88 4 0 4 2.5 4 4 0 3.5
0 2 4 1.25 3 1 0 1.88 4 1 1 2.5 4 3 4 3.63
1 2 0 1.25 0 4 4 2.0 2 3 4 2.63 4 4 1 3.63
2 0 2 1.25 1 3 3 2.0 2 4 1 2.63 4 4 2 3.75
1 1 3 1.25 1 4 0 2.0 3 3 0 2.63 4 4 3 3.88
0 3 2 1.38 2 2 2 2.0 3 2 3 2.63 4 4 4 4.0
1 2 1 1.38

Table 2: p(s1) = 4/8, p(s2) = 3/8, p(s3) = 1/8
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But one might be worried that this depends on a relatively impoverished
understanding of comparative confidence. In particular, rather than focusing
on an unconditional confidence relation over individual events, perhaps we
should have instead been using conditional confidence relations.15 Let ≿k be
an incomplete binary relation over 2S × 2S , where (E, E′) ≿k (F, F ′) is taken
to mean that the agent has at least as much confidence in E given E′ as in
F given F ′. In that case, we can treat unconditional confidence comparisons
as just comparisons conditional on the necessary event, so

E ≿c F ⇔ (E, S) ≿k (F, S).

Moreover, since ≿k also includes comparisons not captured by ≿c, it permits
more fine-grained distinctions among probability functions. For example, the
following tables demonstrate that even though p1 and p2 represent the same
unconditional confidence ordering, they correspond to very different condi-
tional confidences:16

E F p1(E) p1(F ) p1(E|F )
E12 S 5/6 6/6 5/6 ≈ 0.83
s1 E13 3/6 4/6 3/4 = 0.75
s2 E23 2/6 3/6 2/3 ≈ 0.67

E13 S 4/6 6/6 4/6 ≈ 0.67
s1 E12 3/6 5/6 3/5 = 0.60
s1 S 3/6 6/6 3/6 = 0.50

E23 S 3/6 6/6 3/6 = 0.50
s2 E12 2/6 5/6 2/5 = 0.40
s2 S 2/6 6/6 2/6 ≈ 0.33
s3 E23 1/6 3/6 1/3 ≈ 0.33
s3 E13 1/6 4/6 1/4 = 0.25
s3 S 1/6 6/6 1/6 ≈ 0.17

E F p2(E) p2(F ) p2(E|F )
E12 S 7/8 8/8 7/8 ≈ 0.88
s1 E13 4/8 5/8 4/5 = 0.80
s2 E23 3/8 4/8 3/4 = 0.75

E13 S 5/8 8/8 5/8 ≈ 0.63
s1 E12 4/8 7/8 4/7 ≈ 0.57
s1 S 4/8 8/8 4/8 = 0.50

E23 S 4/8 8/8 4/8 = 0.50
s2 E12 3/8 7/8 3/7 ≈ 0.43
s2 S 3/8 8/8 3/8 ≈ 0.38
s3 E23 1/8 4/8 1/4 = 0.25
s3 E13 1/8 5/8 1/5 = 0.20
s3 S 1/8 8/8 1/8 ≈ 0.13

Does this mean that the richer structure of these conditional confidence re-
lations will be enough to determine a unique probabilistic representation even
in cases where the corresponding unconditional confidence relation cannot?
Sometimes. It turns out that p1 is uniquely determined by the ≿k relation
to which it corresponds. The same is not true for p2 and p3, however, given
that they correspond to the same ≿k:

15 For further discussion related to conditional confidence relations, see Koopman 1940a,
1940b, Luce 1968, Suppes and Zanotti 1982, Joyce 1999, DiBella 2018, and Hawthorne
2016.

16 The tables represent conditional probabilities p(E | F ) only for the cases where E ⊂ F
and E ̸= ∅. The trivial cases where E = ∅ (so p(E|F ) = 0) and E ∩F = F (so p(E|F ) = 1)
have been excluded for simplicity, and it is assumed that ≿k compares all and only pairs
whose conditioning events are non-null. (In this case, the only null event is ∅.) Given that,
all other ≿k-comparisons (i.e., those where E ̸⊆ F and E ∩ F ̸= ∅) are fully determined by
those comparisons given in the table.
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E F p2(E) p2(F ) p2(E|F )
E12 S 7/8 8/8 7/8 ≈ 0.88
s1 E13 4/8 5/8 4/5 = 0.80
s2 E23 3/8 4/8 3/4 = 0.75

E13 S 5/8 8/8 5/8 ≈ 0.63
s1 E12 4/8 7/8 4/7 ≈ 0.57
s1 S 4/8 8/8 4/8 = 0.50

E23 S 4/8 8/8 4/8 = 0.50
s2 E12 3/8 7/8 3/7 ≈ 0.43
s2 S 3/8 8/8 3/8 ≈ 0.38
s3 E23 1/8 4/8 1/4 = 0.25
s3 E13 1/8 5/8 1/5 = 0.20
s3 S 1/8 8/8 1/8 ≈ 0.13

E F p3(E) p3(F ) p3(E|F )
E12 S 9/10 10/10 9/10 = 0.90
s1 E13 5/10 6/10 5/6 ≈ 0.83
s2 E23 4/10 5/10 4/5 = 0.80
E13 S 6/10 10/10 3/5 = 0.60
s1 E12 5/10 9/10 5/9 ≈ 0.56
s1 S 5/10 10/10 5/10 = 0.50

E23 S 5/10 10/10 5/10 = 0.50
s2 E12 4/10 9/10 4/9 ≈ 0.44
s2 S 4/10 10/10 2/5 = 0.40
s3 E23 1/10 5/10 1/5 = 0.20
s3 E13 1/10 6/10 1/6 ≈ 0.17
s3 S 1/10 10/10 1/10 = 0.10

Moreover, just as there are preferences ≿1 and ≿2 that maximize expected
utility relative to p1 and p2 respectively, it is straightforward to show that
there are preferences ≿3 that maximize expected utility relative to p3 (and
not p1 or p2). In other words, there are cases in which C1–C8 are all satisfied,
and yet the resulting probability ratios cannot be explained wholly in terms
of ≿c or in terms of ≿k. As such, swapping ≿c for ≿k won’t address the
problem; all it does is move the bump under the rug.

One might also be worried that the existence of these kinds of examples
depends on the assumption that S is finite. There are two things to say about
this. One: it almost certainly doesn’t; and two: it wouldn’t matter either way.
Starting with the former, note first of all that there can be probability func-
tions over infinite state spaces that are underdetermined by the (conditional
or unconditional) confidence orderings to which they correspond. The sim-
plest example goes like this. Assume that S is infinite, and split it into two
non-empty subsets Sa, Sb. Let Ua be any (principal or non-principal) ultra-
filter on Sa, and define the finitely additive probability pa over the powerset
of Sa such that pa(E) = 1 if E ∈ Ua, otherwise pa(E) = 0.17 Do the same for
Sb, mutatis mutandis. Now take any r ∈ (0, 1/2) and define p on S such that

p(E) = r · pa(E ∩ Sa) + (1 − r) · pb(E ∩ Sb).

By comparing different choices of r, one can verify that p is underdetermined
by ≿c and by ≿k. Next, observe that nothing about the ‘exchange rates’
reasoning—i.e., the route by which unique probabilities are derived from
interval-scale utilities—depends on the finiteness of S. In light of this, it
would doubtless be possible to use similar reasoning to show that ≿ sometimes
maximizes expected utility relative to a unique probability function that’s
ordinally underdetermined, even in cases where S is infinite.

17 A filter U on S is a set of subsets of S such that (i) S ∈ U ; (ii) ∅ /∈ U , (iii) if E ∈ U
and E ⊆ F ⊆ S, then F ∈ U , and (iv) if E ∈ U and F ∈ U , then E ∩ F ∈ U . An ultrafilter
is a maximal filter; i.e., a filter U such that for all E ⊆ S, either E ∈ U or E ∈ U . An
ultrafilter U is principal when there is an s such that U = {E ⊆ S : s ∈ E}.
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But I emphasize more the second point. My argument requires the exis-
tence of a certain kind of example—whether that example is finite or infinite
is inconsequential to the conclusion, so long as it is. The assumption that S
is finite merely serves to make certain parts of the construction easier. Swap-
ping a finite state space for an infinite one doesn’t even move the bump under
the rug, it just misses the bump entirely.

6. What’s the alternative?
When all else fails, there is always another option: just posit more structure. In
fact there are a few ways one might go about this. If ≿c (or ≿k) isn’t enough
on its own, then perhaps we should add even more primitive relations over
2S . A common suggestion along these lines is to supplement comparative
confidence with a primitive independence relation ⊥, with the requirement
that E⊥F just in case p(E ∩ F ) = p(E) · p(F ).18 Another possibility would
be to say that ≿c (or ≿k) is really just the shadow of some richer relation,
defined over an expanded domain—some refinement of S, perhaps; or some
richer algebra generated from S, such as the Suppes and Zanotti algebra of
extended indicator functions.

Of course, merely positing additional structure doesn’t automatically solve
the problem. One also needs to provide a plausible psychological interpreta-
tion, and under that interpretation, show that it will suffice to explain prob-
ability ratios in all relevant cases. For example, it would not be enough to
simply say that for any state space S there is always some refinement R of S
such that the agent’s comparative confidence ordering could be reconstructed
as a relation over 2R. One also needs to argue that this relation will, as a
matter of necessity, have the kind of structure required to pin down ratios
between the non-null events in 2S . That is far from trivial—and without it,
the bump remains under the rug.

But I leave that open as a theoretical possibility for others to pursue. For
me, the question isn’t whether “more structure” could help—it’s whether
there’s a compelling reason to posit it in the first place. Unless it’s indepen-
dently motivated, the additional structure is only being introduced to help
explain ratio information that already has a perfectly adequate explanation
in terms of how confidence and preference relate to one another in decisions
under uncertainty. That explanation can be captured fully in terms of ‘ex-
change rates’: double the confidence weight at a state and you double the
contribution of the utilities of the consequences at that state to the value
of the act. The ratio inherits its meaning not from any structure internal to
confidence itself—or not only—but from the role that confidence plays as
part of a larger system.

18 For discussion, see Domotor 1970, Kaplan and Fine 1977, Luce and Narens 1978, Joyce
2010, and Suppes 2016.
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This kind of explanation is not uncommon; if anything, it is the norm. We
can in general distinguish between two ways of explaining ratio information
in the theory of measurement—they don’t have any standard names, so let’s
just call them independent and interactive. Some ratio-scale quantities have
independent explanations: it is possible to explain what makes their ratios
meaningful without essential reference to any other quantities. Mass, volume,
length, size, and duration are all like this, and the explanation boils down to
the same kind of ‘equal-parts’ reasoning described in Section 2—e.g., a is n
times bigger than b if and only if n duplicates of b are the same size as a. In
this case, one doesn’t need to know anything about the weights of a and b,
for example, or their temperature, surface reflectances, and so on, in order to
comprehend fully what it means for a to be n/m times the size of b.

For other quantities, the situation is more complicated. One cannot fully
characterize the relational structures that underwrite the ratio-scale measure-
ment of density, for instance, without some reference to how density relates
to other quantities. If a is n times denser than b, then combining n duplicates
of b won’t result in an object with the same density as a—not unless some
mass is added or some volume is lost in the process. Instead, where mass
(m) and volume (V ) are represented in the usual way, the meaningfulness of
density ratios can be explained by the fact that

ρi

ρj
= mi

mj
· Vj

Vi
,

where the terms on the right-hand-side are all scale-independent.
The lesson here is not that mass and volume are primitive quantities

while density is derived, as if this distinction somehow reflects any kind of
necessary conceptual or ontological hierarchy between them. We could just
as well treat density as a primitive while treating mass or volume, or both,
as the derived quantities. The primitive/derived distinction in this context
just corresponds to the order in which we choose to derive certain quantities
from others in a dimensionally coherent system of units. Rather, the lesson
is that the three quantities together comprise part of a bigger system, and
understanding the dynamics of that system is key to explaining what makes
density ratios meaningful.

Along the same lines: if you want to know what’s meaningful in proba-
bilistic representations of confidence, then you should look to the role they
play in decision theory. That need not be the whole story, but there are good
reasons to think it’s at least part of the story. What value is there in denying
ourselves these explanatory resources?

25



Appendix
The proof of Theorem 2 proceeds as follows. First we use C1–C5 to show that
binary acts on half-probability events behave as expected given the intended
representation (Lemma 1). Along with C6, this lets us construct an equal-
spaced utility function that represents ≿ over C and is unique up to a positive
affine transformation (Lemma 2). We then add C7 and C8 to show that
≿ maximizes expected utility relative to at least one probability function
(Lemma 3). Given the facts about expected utility maximization established
in Section 4, the PGR theorem then follows readily.

Lemma 1. If C1–C5 are satisfied, then for all consequences α, β, γ, δ and
all half-probability events H, H ′:
H1. αHβ ∼ βH ′α

H2. If ≿ is non-trivial then H is non-null
H3. ∆(α, γ) = ∆(δ, β) ⇔ αHβ ∼ γHδ

H4. If αHβ ≻ γHδ then ∆(α, γ) > ∆(δ, β)

Proof. H1. Consider the following decision matrix:

H ∩ H ′ H ∩ H ′ H ∩ H ′ H ∩ H ′

αHβ α α β β

αH ′β α β α β

βHα β β α α

βH ′α β α β α

Note that, since the consequences of αHβ and αH ′β are identical under the
event H ∩ H ′, C5 implies αHβ ≿ αH ′β ⇔ βH ′α ≿ βHα. By completeness,
either αHβ ≿ αH ′β or αH ′β ≿ αHβ. Suppose it’s the former, and assume
(without loss of generality) that α ≿ β. We know that αHβ ∼ βHα for all
half-probability events H, since H ∼c H entails αHβ ∼ αHβ = βHα under
C2. As such, C5 implies αHβ ≿ αH ′β ∼ βH ′α ≿ βHα, hence αHβ ∼ βH ′α
follows by C1. If it’s the latter, then (for the same reasons) we get αHβ ∼
βH ′α. So either way, αHβ ∼ βH ′α.
H2. Suppose that ≿ is non-trivial, with α ≻ β. By C1, if αHβ ∼ α then
αHβ ̸∼ β, whereas if αHβ ∼ β then βHα ̸∼ α. So at least one of αHβ ̸∼ α
or αHβ ̸∼ β holds, and either way H is non-null.
H3. For the left-to-right direction, suppose that ∆(α, γ) = ∆(δ, β). Then from
C5, αHβ ∼ δHγ ⇔ γHβ ∼ βHγ. The right-hand-side is guaranteed by H1,
so ∆(α, γ) = ∆(δ, β) implies αHβ ∼ δHγ ∼ γHδ. The right-to-left direction
is immediate from C4 plus H1.
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H4. Observe that, from C4 and H3, for any consequences α, β, there are (not
necessarily distinct) consequences γ, δ such that αHβ ∼ γHδ and there’s no
further ϵ where γ ≻ ϵ ≻ δ. There are two possibilities: either ∆(α, β) is even,
in which case there is a γ = δ such that ∆(α, γ) = ∆(γ, β) and therefore
αHβ ∼ γHγ; or ∆(α, β) is odd, in which case there will be adjacent γ, δ
such that ∆(α, γ) = ∆(δ, β), and therefore αHβ ∼ γHδ. In either case, there
will be the same number of consequences between α and αHβ as there are
between αHβ and β. Given this, assume αHβ ≻ γHδ. There are three ways
this might arise:

(i) α ≻ γ and β ≻ δ,
(ii) α ≻ γ, δ ≿ β, and ∆(α, γ) > ∆(δ, β), or
(iii) γ ≿ α, β ≻ δ and ∆(γ, α) < ∆(β, δ).
In all three circumstances it follows that ∆(α, γ) > ∆(δ, β).

Lemma 2. If C1–C6 are satisfied, then there is a utility function u such that
for all α, β, γ, δ and all half-probability events H,
U1. α ≿ β ⇔ u(α) ≥ u(β)
U2. αHβ ≿ γHδ ⇔ u(α) − u(γ) ≥ u(δ) − u(β)
U3. ∆(α, β) = ∆(γ, δ) ⇔ u(α) − u(β) = u(γ) − u(δ)
U4. If any other utility function u′ satisfies U1–U3, then there are constants

a > 0 and b such that u′ = a · u + b

Proof. Assume that C1–C6 hold. If ≿ is trivial then the result is immediate,
so assume it’s non-trivial. Let αβ ≿h γδ mean that αHβ ≿ γHδ for some
half-probability event H. Given H1, if αHβ ≿ γHδ is true for some half-
probability event H then it’s true for all, so it doesn’t matter which H we
choose. We start by showing that ⟨C×C,≿h⟩ is an additive conjoint structure.
The following definition is modified from (Krantz et al. 1971: 256), since
finiteness obviates the usual need for an Archimedean condition:

Definition 1. Suppose that X and Y are non-empty finite sets and that ≿ is
a binary relation on X×Y. Then ⟨X×Y,≿⟩ is an additive conjoint structure
just in case ≿ satisfies the following:

ACS1. ≿ is a weak order
ACS2. For all x, x′, x′′ ∈ X and all y, y′, y′′ ∈ Y, xy′′ ∼ x′′y′ and x′′y ∼ x′y′′

implies xy ∼ x′y′

ACS3. (a) For all x, x′ ∈ X, xy ≿ x′y for any y ∈ Y implies xy′ ≿ x′y′ for
all y′ ∈ Y; and (b) for all y, y′ ∈ Y, xy ≿ xy′ for any x ∈ X implies
x′y ≿ x′y′ for all x′ ∈ X

ACS4. (a) There are x, x′ ∈ X and y ∈ Y such that xy ̸∼ x′y; and (b) there
are y, y′ ∈ Y and x ∈ X such that xy ̸∼ xy′

27



ACS5. (a) If there are x, x′, x′′ ∈ X and y, y′ ∈ Y for which x′y′ ≿ xy ≿ x′′y′,
then there is an x′′′ ∈ X such that x′′′y′ ∼ xy; and (b) if there are x, x′ ∈ X
and y, y′, y′′ ∈ Y for which x′y′ ≿ xy ≿ x′y′′, then there is a y′′′ ∈ Y such
that x′y′′′ ∼ xy

That ⟨C×C,≿h⟩ satisfies ACS1 follows immediately from C1. For ACS2,
assume αHγ′ ∼ γHβ′ and γHα′ ∼ βHγ′. By C4 + H1 these imply ∆(α, β′) =
∆(β, α′); then from H3 we get αHα′ ∼ βHβ′. ACS3(a) follows immediately
from C5. ACS4(a) follows immediately from C6 + H2, given that ≿ is non-
trivial. For ACS5(a), assume γ′Hδ ≻ αHβ ≻ γ′′Hδ. (If either ≻ is replaced by
∼ then the conclusion is immediate.) By H4 this implies ∆(γ′, α) > ∆(β, δ) >
∆(γ′′, α). There are two cases: (i) ∆(β, δ) ≥ 0, and (ii) ∆(β, δ) < 0. For
case (i), ∆(γ′, α) = ∆(β, δ) + n for some natural number n. So let ϵ be any
consequence such that ∆(γ′, ϵ) = n; then ∆(ϵ, α) = ∆(β, δ), which implies
ϵHδ ∼ αHβ under H3. The reasoning is more or less the same for case (ii).
Finally, H1 implies that αβ ∼h βα for all α, β, so the (b) parts of ACS3–ACS5
are each entailed by the respective (a) parts.

We can now make use of the following result:
Theorem 3 (Krantz et al. 1971: 257). Suppose that ⟨X×Y,≿⟩ is an additive
conjoint structure. Then there exists a pair of functions ux : X → R and
uy : Y → R such that, for all x, x′ ∈ X and y, y′ ∈ Y,

xy ≿ x′y′ ⇔ ux(x) + uy(y) ≥ ux(x′) + uy(y′).

Furthermore, if u′
x and u′

y are two other functions with the same property,
then there exist constants a > 0, b1 and b2 such that u′

x = aux + b1 and
u′

y = auy + b2.

In particular, let ux : C → R and uy : C → R by the two functions specified
in the theorem. Since αHβ ∼ βHα for all consequences α, β, it follows that

ux(α) + uy(β) = ux(β) + uy(α),

which is equivalent to

ux(α) − uy(α) = ux(β) − uy(β).

Thus ux = uy + b for some constant b. In light of this, H1 plus Theorem 3’s
uniqueness condition (i.e., with a = 1, b1 = 0, b2 = b) imply that there is a
utility function u such that for all half-probability events H,

αHβ ≿ γHδ ⇔ u(α) + u(β) ≥ u(γ) + u(δ) ⇔ u(α) − u(γ) ≥ u(δ) − u(β).

So u satisfies U2. For U1, simply note:

α ≿ β ⇔ αHα ≿ βHβ ⇔ u(α) + u(α) ≥ u(β) + u(β) ⇔ u(α) ≥ u(β).

The equal spacing property U3 follows from U2 plus H3. Finally, U4 follows
straightforwardly from the uniqueness condition in Theorem 3.
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Lemma 3. If C1–C8 hold, then there is a probability function p such that ≿
maximizes expected utility relative to p.

Proof. Assume C1–C8. Let ω0 be a consequence that’s minimal in ≿ over C
(i.e., α ≿ ω for all α ∈ C); and let ωi be a consequence such that ∆(ωi, ω0) = i.
From C8 plus C5, there will exist a non-null state (call it smin) such that for
every non-null state s there is a consequence (call it βs) where βs ≿ ω1 and
ω1{s}ω0 ∼ βs{smin}ω0. Additionally, if there’s any consequence γ ̸= βs such
that ω1{s}ω0 ∼ γ{smin}ω0, then it follows from C7 that βs{s}ω0 ∼ γ{s}ω0,
which by C6 implies γ ∼ βs and so ∆(βs, ω0) = ∆(γ, ω0).

Given those facts, let p be the unique normalized function on 2S that
satisfies the following conditions:

p(E) =
∑
s∈E

p(s), p(s) =
{

0 if s is null,
∆(βs, ω0) · p(smin) if s is non-null.

Observe that, since ∆(βs, ω0) is always positive, so p(smin) must be positive
and p is non-negative, hence a probability function. Furthermore, let u be
the unique utility function satisfying U1–U3 such that u(ωi) = i. Now p and
u jointly induce a preference ordering (call it ≿⋆) under the expected utility
rule. We need to show the following:

P1. If f ∼⋆ g, then f ∼ g
P2. If f ≻⋆ g and there’s no h such that f ≻⋆ h ≻⋆ g, then f ≻ g

Since P1 and P2 together imply that ≿=≿⋆, it will follow that ≿ maximizes
expected utility relative to p.

For P1, the goal will be to show that if f ∼⋆ g, then f ∼ g follows by a
sequence of indifferences justified by C5. To that end, it will be helpful to start
by reconstructing the act space as a set of integer-valued vectors. Say that acts
f and g are essentially identical (written f ≃ g) just in case f(s) ∼ g(s) for
all non-null states s. Let A be the partition of A into ≃-equivalence classes,
so f ∈ A just in case f = {g ∈ A | g ≃ f} for some act f . Note that the
definition of ≃ doesn’t depend on the choice of ≿ or ≿⋆, since s is null just in
case p(s) = 0 and α ∼ β ⇔ u(α) = u(β) ⇔ α ∼⋆ β for all consequences α, β.
For the same reason, f ≃ g implies f ∼ g and f ∼⋆ g. Furthermore, let C̃ be
the set of ∼-equivalence classes in C, and let N ⊂ S be the set of null states.
Since C3 implies there are half-probability events and C8 implies that ≿ is
non-trivial, it follows that S −N = {s1 ..., sn} for some n ≥ 2 and |C̃| = m+1
for some m ≥ 1. The upshot is that A is isomorphic to (and will therefore be
identified with) the discrete n-dimensional box {0, 1, ..., m}n. That is, every
act f is represented by an n-tuple (or vector) f taking integer values between
0 and m inclusive, where the ith coordinate expresses the utility of f(si) under
u. Two acts correspond to the same f just in case they’re essentially identical,
in which case they’re indifferent under ≿ and ≿⋆.
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Next we characterize the set of vector differences, D ⊆ {−m, ..., m}n, such
that f ∼⋆ g just in case f − g ∈ D. First, where Qn is the vector space of
functions from {1, ..., n} to Q, define the linear map eu : Qn → Q such that
for all v ∈ Qn,

eu(v) =
n∑

i=1
v(i) · p(si).

The integer kernel of eu is then the lattice

K = ker(eu) ∩ Zn =
{

v : {1, ..., n} → Z
∣∣∣ n∑

i=1
v(i) · p(si) = 0

}
.

Henceforth, assume for notational convenience that sn = smin, and let bi

be the positive integer (≤ m) such that p(si) = bi · p(smin). Then, for each
non-null si ̸= smin, define the basic exchange vector bi

min like so:

bi
min(s) =


bi if s = smin,

−1 if s = si,

0 otherwise.

Every basic exchange vector lies in K, since

eu(bi
min) = bi · p(smin) + (−1)p(si) = p(si)

p(smin) · p(smin) − p(si) = 0.

The same is true for every integer linear combination of basic exchange vec-
tors, by the linearity of eu. Furthermore, every vector in K can be written as
an integer linear combination of basic exchange vectors. Since p(smin) > 0,

n∑
i=1

v(i) · p(si) = 0 ⇔ p(smin) ·
n∑

i=1
v(i) · bi = 0 ⇔

n∑
i=1

v(i) · bi = 0.

And since bn = 1, isolating v(n) · bn from the final equality gets us:

v(n) = −
n−1∑
i=1

v(i) · bi.

Thus every kernel vector v takes the form:

v =
n−1∑
i=1

(− v(i)
) · bi

min =
(

v(1), ..., v(n − 1), −
n−1∑
i=1

v(i) · bi

)
.

Now given v(i) ∈ Z whenever v ∈ K, so K consists of the integer linear
combinations of the bi

min. Finally, D will be the intersection of K with those
difference vectors that can in principle be realized from the elements of A:

D =
{ n−1∑

i=1
ai · bi

min

∣∣∣∣ ai ∈ Z
}

∩ {−m, ..., m}n.
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We will also make use of the following observations. The first is just an-
other way to express C5: two ordered pairs (f , g) and (f ′, g′) in A×A realize
the same difference vector only if preferences between the acts they represent
are matched. That is, for all f , g, f ′, g′ ∈ A,

C5. f − g = f ′ − g′ implies f ≿ g ⇔ f ′ ≿ g′

Next, for any v, let v(+) and v(−) denote the pointwise positive and negative
components of v respectively; so

v(+)(i) = max{v(i), 0}, v(−)(i) = max{−v(i), 0}.

If f , g ∈ A and f − g = h, then −m ≤ h(i) ≤ m and so h(+) and h(−) also
belong to A. Moreover, f −g = h(+) −h(−). Since h(+) and h(−) have the lowest
utility values for each state consistent with the vector f − g, (h(+), h(−)) is
the minimal realizer of the difference vector realized by (f , g). By C5, the
preference ordering between acts f and g matches the ordering of those acts
represented by the minimal realizer of f − g. That is, for all f , g ∈ A,

C5a. f − g = h implies f ≿ g ⇔ h(+) ≿ h(−)

Recall also that for every non-null state s there’s a consequence βs where
βs ≿ ω1 and ω1{s}ω0 ∼ βs{smin}ω0. Since u(βsi) = bi, so

βsi{smin}ω0 ∈ bi
min

(+), ω1{si}ω0 ∈ bi
min

(−).

From C5a,

f − g = bi
min ⇒ (

f ∼ g ⇔ βs{smin}ω0 ∼ ω1{s}ω0),
in which case the known indifference ω1{s}ω0 ∼ βs{smin}ω0 implies f ∼ g.
The same holds if f − g = −bi

min. Rearranging terms gets us, for all f ∈ A,

C5b. f ± bi
min = g implies f ∼ g whenever g ∈ A

Finally, suppose that f ≿ g and that there are f ′, g′ such that f − g = f ′ − g′

and f ′ ± bi
min = h for some h ∈ A. By C5, f ′ ≿ g′; and by C5b, f ′ ∼ h; hence

h ≿ g′. Now observe that

h − g′ =
{ (

f + bi
min

(+)
)− (

g + bi
min

(−)
)

if f ′ + bi
min = h,(

f + bi
min

(−)
)− (

g + bi
min

(+)
)

if f ′ − bi
min = h.

Consequently, for all f , g ∈ A,

C5c. f+bi
min

(+) = h and g+bi
min

(−) = h′, or f+bi
min

(−) = h and g+bi
min

(+) = h′,
implies f ≿ g ⇔ h ≿ h′ whenever h, h′ ∈ A
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Putting all that together: if f ∼⋆ g, then f − g = h for some h ∈ D, and
so f ∼ g ⇔ h(+) ∼ h(−). To establish P1 it therefore suffices to show that
h(+) ∼ h(−). Keeping in mind the earlier stipulation that sn = smin, recall
that bi

min(i) = −1 and bi
min(j) = 0 whenever i ̸= j ∈ {1, ..., n − 1}. As such,

let h[n−1] be the restriction of h to the first n − 1 coordinates, so

h = (x1, ..., xn−1, xn) ⇒ h[n−1] = (x1, ..., xn−1).

Then h[n−1](i) expresses the number of times (≤ m) the corresponding basic
exchange vectors bi

min must be added (where h(i) > 0) or subtracted (where
h(i) < 0) from h to obtain the zero vector (designated 0). For example, if
h = (−2, 3, 4), then h[n−1] = (−2, 3); and if h ∈ D, it follows that

h − 2b1
min + 3b2

min = 0.

That is, we obtain 0 by taking b1
min from h twice and adding b2

min three times.
We can then show that h(+) ∼ h(−) ⇔ f ∼ f by chaining together indifferences
justified by the foregoing observations. This amounts to a finite ‘walk’ through
the space A×A, from (h(+), h(−)) to (0, 0), with steps corresponding to the
addition or subtraction of a basic exchange vector to/from h.

Given the earlier decomposition of h ∈ ∆,

h =
n−1∑
i=1

ai · bi
min, ai ∈ Z,

set the positive and negative exchange multisets for h like so:19

Pos(h) =
{
i⟨ai⟩ | ai > 0

}
, Neg(h) =

{
i⟨|ai|⟩ | ai < 0

}
.

For any pair (f , g), call f the top vector and g the bottom vector. We take a
+i-step from (f , g) when we add bi

min
(+) to the top vector and add bi

min
(−) to

the bottom vector, arriving at (f + bi
min

(+), g + bi
min

(−)). Similarly, we take a
−i-step from (f , g) when we add bi

min
(−) to the top and bi

min
(+) to the bottom

vectors. A +i-step (or −i-step) is available just in case there is an i in Pos(h)
(or Neg(h), respectively), and with each such step we eliminate an i from
that multiset.20 A ±i-step stays in bounds whenever the coordinates of the
resulting vectors stay within {0, ..., m}, and it’s valid just in case it’s available
and stays in bounds. Finally, we take a reduction step (or r-step) by shifting
from (f , g) to

(
(f − g)(+), (f − g)(−))—i.e., reducing to the minimal realizer

of the corresponding difference vector.
19 Here, i⟨n⟩ denotes a multiset (also known as a bag) comprising n copies of i.

For example, 7⟨3⟩ = {7, 7, 7} and 2⟨3⟩3⟨2⟩ = {2, 2, 2, 3, 3}; and if h[n−1] = (4, −3, 1), then
Pos(h) = {1, 1, 1, 1, 3} and Neg(h) = {2, 2, 2}.

20 For example, if h[n−1] = (−2, 3), then at the start of the walk a total of two −1-steps
and three +2-steps will be available; and if a single +2-step is taken, then two −1-steps
and two +2-steps will remain available.
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By C5a and C5c, if we start at any point (f , g) in A×A and then take
any valid ±i-step followed immediately by an r-step, we will land on a pair
(f ′, g′) such that

f ′ − g′ = (f − g) ± bi
min ∈ A,

and therefore f ∼ g ⇔ f ′ ∼ g′. Consequently, starting at (h(+), h(−)) for any
h ∈ D, we apply the following procedure:

S1. If there are any available ±i-steps in Pos(h) or Neg(h), then go to S2;
otherwise, terminate procedure.

S2. If there are no valid +i-steps in Pos(h), then move to S3; otherwise, take
any valid +i-step followed by an r-step, then go to S1.

S3. If there are no valid −i-steps Neg(h), then move to S1; otherwise, take
any valid −i-step followed by an r-step, then go to S1.

By the points above, if all available ±i-steps are taken then the procedure
will terminate at (0, 0), with every ±i-step and r-step along the way landing
on some (f , g) ∈ A×A such that h(+) ∼ h(−) ⇔ f ∼ g. So to complete the
proof of P1 we just need to show that all available ±i-steps will indeed be
taken—that is,

(i) following any r-step, if there are no valid +i-steps but there are some
available −i-steps, then at least one −i-step stays in bounds; and

(ii) following any r-step, if there are no valid −i-steps but there are some
available +i-steps, then at least one +i-step stays in bounds.

We focus on showing (i), since the case for (ii) is symmetric. Consider to
start with the first n − 1 coordinates. There are h(−)(i) −i-steps available at
the beginning of the walk, and h(+)(i) = 0 whenever h(−)(i) > 0. Furthermore,
a −i-step adds 1 to the ith coordinate of the top vector, otherwise leaving the
first n − 1 coordinates of both the top and bottom vectors untouched. So the
net effect of a −i-step followed by an r-step on those coordinates is a reduction
by 1 of the ith coordinate of the bottom vector, leaving the ith coordinate
of the top vector at zero; and furthermore, taking h(−)(i) −i-steps results in
both top and bottom vectors taking value 0 at coordinate i. (The same is true
for +i-steps, mutatis mutandis.) As such, an available −i-step never goes out
of bounds with respect to the first n−1 coordinates. Restricting our attention
to the nth coordinate, then, observe that a +i-step always adds 1 ≤ bi ≤ m to
coordinate n at the top vector, and a negative j-step always adds 1 ≤ bj ≤ m
to coordinate n at the bottom vector. There are two possible circumstances
where there are no valid +i-steps following an r-step:

1. There are no available +i-steps
2. There is an available +i-step but it goes out of bounds
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If it’s the latter, then the top vector must be positive at n, else a +i-step
would not go out of bounds. If it’s the former, and there are some negative
j-steps available, then by the points above the top vector must be zero at the
first n−1 coordinates and the bottom vector must be positive for at least one
of those coordinates. Since every vector in the kernel of eu besides 0 must
have non-zero positive and negative components, and since every step in the
walk lands on a pair of vectors that realizes a kernel vector, it follows again
that the top vector must be positive at n. So in both circumstances, the top
vector is positive at n, in which case the bottom vector must be zero at n,
and so taking any available −i-step will stay in bounds.

For P2, recall that for all non-null states si, f(i) = u
(
f(si)

)
and p(si) =

bi · p(smin) for some integer 1 ≤ bi ≤ m. Given this,

eu(f) = p(smin) ·
n∑

i=1
bi · f(i) =

∑
s∈S

p(s) · u
(
f(s)

)
.

Since eu represents ≿⋆, we know that
f ≻⋆ g ⇔ eu(f) − eu(g) ≥ p(smin).

Let emin be the vector assigning +1 for smin and 0 otherwise. Thus f−g = emin
when eu(f) − eu(g) = p(smin), in which case f ≻⋆ g and (moreover) there
can be no h such that f ≻⋆ h ≻⋆ g. Furthermore, let g be any act that’s not
maximal in ≿⋆. Then there is an act g′ such that g ∼⋆ g′ and g′ + emin = f
for some act f :

(i) If u
(
g(smin)

)
< m, then g′ = g and g′ + emin ∈ A.

(ii) If u
(
g(smin)

)
= m, then g + emin /∈ A. But since g is non-maximal,

there must be some non-null state si ̸= smin such that u
(
g(si)

)
< m. So

g′ = g − bi
min ∈ A and g′ + emin ∈ A.

As such, suppose that f ≻⋆ g and there’s no h such that f ≻⋆ h ≻⋆ g. Then
there will be acts f ′ and g′ such that f ∼⋆ f ′, g ∼⋆ g′ and f − g′ = emin − 0.
By C5a and C6, f − g′ = emin − 0 implies f ≻ g′; by P1, f ∼ f ′ and g ∼ g′;
therefore f ≻ g.

From here the proof of Theorem 2 is straightforward. From Lemma 3 we
get PGR1: ≿ maximizes expected utility relative to some probability function
p. Given the conclusions established in Section 4, for PGR3 we just need to
show that ≿ maximizes expected utility relative to c just in case c = a · p
for some non-zero constant a. The right-to-left direction is obvious. For the
left-to-right, we note that if c ̸= a · p for any non-zero a, then c is either (i)
constant (a = 0); or, if it’s non-constant, then (ii) it’s non-additive or (iii)
inconsistent with the basic exchange rates between states. Since all three cases
can be ruled out, p must be the unique probability function p such that ≿
maximizes expected utility relative to p. Finally, PGR2 follows immediately
from C2 given PGR1.
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